
Hello, everyone. This is Jun Zhao. I am a postdoc at Nanyang Technological 
University in Singapore. I will present my research on Privacy and Security Issues in 
Data Analytics and the Internet of Things. 



My goal is to make computing technologies secure and private. Specifically, the 
research has two parts, first, Privacy and Security in Data Analytics, second, 
Security in the Internet of Things. 
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I will present the first part and then the second part. Afterwards, I will summarize my 
research and talk about my long-term goals. Finally, I will mention my Academic 
background.

3



I will present the first part and then the second part. Afterwards, I will summarize my 
research and talk about my long-term goals. Finally, I will mention my Academic 
background.

4



Sensor Networks has many applications, for example, monitoring the quality of 
water to build smart cities. Sensors are often Deployed in hostile environments, for 
example, in an open space or a battlefield. So the communication could be 
monitored and modified by an adversary,  and we need security mechanism for 
communication. A good solution is to use key predistribution schemes. The idea is 
that before sensors are deployed, they are assigned keys in some random fashion. 
After deployment, sensors establish secure communications based on the shared 
keys. The research question which I study is how to set network parameters to 
ensure different properties, for example secure connectivity and resilience to node-
capture attacks.
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Although the problem has been considerably studied, most studies ignore the 
physical constraints for communication because the joint consideration of security 
and physical constraints is challenging. This joint consideration means that the 
network topology is the intersection of Security graph and the Physical graph. The 
Security graph comes from the key predistribution scheme. The physical graph 
comes from the physical constraints, for example, two sensors have to be within 
certain distance for communication or the channel between them should be active 
with some probability. My approach is to use the coupling between graphs. In 
particular, given the network topology, I first find a subgraph which is easier to 
analyze. For many properties which I study such as secure connectivity, after I show 
that the subgraph has the property, the original graph also has the property. 
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The Properties which I study include Secure connectivity, how to keep it against 
node capture, and Unassailability, which means that capturing any negligible 
fraction of sensors can compromise only a negligible fraction of communication 
links. This is not straightforward because the adversary may compromise 
communications between non-captured nodes which happen to use keys that are 
shared by captured nodes. For each property, I have obtained necessary and 
sufficient conditions. Specifically, after defining a parameter alpha, I give conditions 
under which the probability of a property goes to zero or one.
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Now I discuss a specific example. To begin with, we have the Security graph based 
on Eschenauer–Gligor key predistribution. Before deployment, each of n sensors 
selects K keys uniformly at random from the same pool of P keys. After deployment, 
two sensors establish secure communication over an existing link if they share at 
least 1 key. We plot some figures here.
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In a random geometric graph, we suppose n nodes are uniformly and independently 
distributed in some field A. Two nodes have an edge in between if and only if they 
have a distance at most r. We can consider A as a unit torus, or a unit square.  The 
torus does not have the so-called boundary effect, but the square has. The 
boundary effect means that some transmission region of a node close to the 
boundary may fall outside the network field. As given in the figures here, the blue 
parts are outside of the network field.?????
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We plot the intersection of Security Graph and Random Geometric Graph. As we 
can see, although each individual graph is connected, the intersection may be 
disconnected or connected.
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We consider connectivity in a network whose topology is given by the intersection of
a security graph and a random geometric graph on a unit square. The network 
becomes more and more connected as the secure link probability increases, in 
which the secure link probability means the probability that two sensors have a 
secure link in between. In particular, if the secure link probability is zero, the network 
is empty. If the secure link probability is 1, the network is a complete graph. So 
there is a critical point in which the network transits from being disconnected to 
being connected. We want to find this secure link probability; specifically, we will 
investigate the limit of the secure link probability over log n over n at the critical 
point as a function of [log (key-sharing probability)] over log n, in which the key-
sharing probability is the probability that two sensors satisfy the security constraint. 
For the above limit which we are interested in, previous studies gave upper bounds 
8 and 2π, as illustrated in the figure here. In contrast, my research presented the 
exact value.
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Now we look at resilience of q-composite scheme against node capture in detail.



In 2003, Chan, Perrig and Song proposed the q-composite random key 
predistribution scheme, which is one of the most studied schemes. 



For a sensor network with n nodes, the scheme first generates a key pool of P sub 
n distinct keys.



Before deployment, each sensor is assigned K sub n different keys selected 
uniformly at random from the key pool. Because of memory limitation, K sub n is 
much smaller than n and P sub n. 



Here are some example values. n is ten thousands. P sub n is one hundred 
thousands, and K sub n is fifty.



After the sensors are deployed, two sensors can have secure communication over 
an existing link if and only if they share at least q keys. 



In the figure here, for q being 2, sensors a and b can communicate securely over an 
existing link because they share two keys. However, sensors a and c, or sensors b 
and c do not have enough shared keys for secure communication. 



The q-composite scheme is an extension of the Eschenauer-Gligor scheme which is for 
the case of q being 1 and asks just at least one shared key instead of q keys for secure 
communications.



The q-composite scheme improves the Eschenauer-Gligor scheme of q being 1 in terms 
of resiliency against small-scale sensor capture attacks. 



We assume the adversary has captured a random set of m sensors, and use p sub 
compromised m to denote the probability that secure communication between two 
non-captured nodes is compromised by the adversary. 



The desired resilience is as follows. If the number m of captured nodes is little o of 
n, the total number of nodes, then p sub compromised m is little o of 1. Namely, it 
means that the adversary has to capture a constant fraction of sensors in order to 
compromise a constant fraction of communication links in the network.



The exact formula of p sub compromised m in terms of m, q, P sub n, and K sub n 
are quite complex as given in the expression here.



So we would like to look at the asymptotics of the probability p sub compromised m. 
Theorem 1 here presents a result. It show that if m is little o of P sub n over K sub 
n, and K sub n is little omega 1, then p sub compromised m is asymptotically 
equivalent to m times K sub n over P sub n, to the power of q.



As mentioned, the desired resilience is that if the number m of captured nodes is 
little o of n, then p sub compromised m is little o of 1. 



Then from Theorem 1, we have Theorem 2 which says that if P sub n over K sub n 
is big Omega of n, and K sub n is little omega of 1, then the desired resilience is 
achieved; Namely, the adversary has to capture a constant fraction of sensors in 
order to compromise a constant fraction of communication links in the network.



In some cases, we fix p sub s, the probability for the establishment of secure link 
between two sensors. We want to know how p compromised changes with respect 
to q. We also fix K sub n, so to have p sub s fixed, P sub n also has to increases as q 
increases. We define f sub m q as the asymptotics of p sub compromised m, divided by p 
sub s. The study of how f sub m q changes with respect to q will enable us to minimize f sub 
m q with respect to q.



If m is larger than K sub n over 2, we can show f sub q increases as q increases.



If m is K sub n over 2, then f sub m one equals f sub m 2. Moreover, for q being at 
least 2, as q increases, f sub m q increases.



If m is less than K sub n over 2, then as q increases, f sub m q first decreases and 
then increases.



In particular, if K sub n over m is not an integer, then f sub m q achieves its 
minimum at the floor of K sub n over m.



if K sub n over m is an integer, then f sub m q achieves its minimum at K sub n over 
m minus 1 and K sub n over m.



Here we have numerical experiments when we change q, fix the key ring size K at 
40 and the key-setup probability ps at point one, and set the number of captured 
nodes m either 15 or 40. As we can see, for m being 15 which is less than half of K, 
as q increases, f sub m q first decreases, then increases, and f sub m q achieves its 
minimum at q being 2. For m being 40 which is larger than half of K, f sub m q
always increases as q increases. 



Now I talk about Connectivity of secure sensor networks under q-composite 
scheme.



The sensor network we study employs the q-composite scheme, so the Network 
model is as follows. 

First, for the security constraint, two nodes have to share at least q keys for

secure communication. 



The induced graph model is the so-called q-composite random key graph, denoted 
by G, n , K, P, q.



The construction is quite simple. We have n nodes. Each node is assigned K 
number of keys selected uniformly at random from a set of P keys. 



Two nodes have an edge in between if and only if they share at least q keys.



For the transmission constraint, we consider a simple model in which two nodes 
have to be within r for communication.



The induced graph model is a random geometric graph G sub A(n, r).



In this graph, n nodes are independently and uniformly distributed in a field A. Two 
nodes have to be within distance r for an edge in between. Note that K, P, and r all depend 
on n, but we drop the subscript n for simplicity.



The challenge in analyzing connectivity here is that we need to consider the security 
and transmission constraints together.



With the above in mind, the network topology is given by the intersection of a q-
composite random key graph and random geometric graph. In other words, an edge 
exists between two sensors if and only if they share at least q keys and also are 
within a distance of r.



Here we illustrate a q-composite random key graph G(n, K, P, q)



Which intersects a random geometric graph GA(n, r)



To produce the graph H sub A



For the network field A, we consider a torus T and a square S, both of unit size. The 
torus does not have the so-called boundary effect, but the square has. As shown in 
the figure here, the boundary effect means that some transmission region of a node 
close to the boundary may fall outside the network field.



As mentioned before, our graph H sub A is the intersection of a q-composite random 
key graph and a random geometric graph , 



our problem is to investigate connectivity.



The result that we will obtain is in the form of an asymptotic zero-one law, meaning 
that under certain conditions, the probability of connectivity converges to 0 or 1 as n 
goes to infinity.



To see the difficulty of the problem, 



we look at Connectivity in the intersection of a random geometric graph and an 
Erdős-Rényi graph



There was a conjecture  introduced  by Gupta and Kumar in 1998.



However, the conjecture was only recently addressed by Penrose.



Now I will present the results. We use the standard asymptotic notation, and P 
something means probability.



For connectivity of graph H sub T on the unit torus, we have the following theorem. 



Under a set of conditions lambda to be given soon



, if pi r squared times 1 over q factorial times K to 2q over P to q is asymptotically 
equivalent to c times log n over n for some constant c, here asymptotic equivalence 
of two terms means one term over the other term converges to 1. 



Then as n goes to infinity, the probability of graph H sub T is connected converges 
to 0 for c less than 1, and converges to 1 for c bigger than 1, so there is a sharp 
transition. 



The set of conditions lambda we have now is quite complex, as given here, 
however, we will explain that these conditions are practical for sensor networks.



Obviously, we have a zero-one law.



We look at the theorem in more detail. In the scaling condition, in the left hand side, 
we have pi r squared times 1 over q factorial times K to 2q over P to q . From the 
following two points, this term is asymptotically equivalent to the edge probability in 
the graph H sub T. 



First. pi r squared is the edge probability in a random geometric graph GT(n, r).



Second, we can prove 1 over q factorial times K to 2q over P to q  is asysmptocially 
equivalent to the edge probability in a q-composite random key graph G(n, K, P, q).



OK. We also know from the theorem that a threshold for connectivity in graph H sub 
T is that the edge probability equals log n over n. This is in consistent with an Erdos 
Renyi graph.



Given the scaling condition and since the left hand side is about the edge 
probability, so the expected degree of a typical node is about c times log n. We 
know that a necessary condition for connectivity is that each node has degree at 
least one, namely no node is isolated. Here we have an extra log n because of 
randomness.



We now look at the conditions.



We show that they are all practical for sensor networks.



First, the condition of K being little omega of log n is reasonable because K is often 
at least logarithmic with n in practice.



Second, these two conditions, K squared over P being big O of one over log n, and 
K over P being little o of 1 over n, they are also practical because P is always 
several orders of magnitude larger than K to ensure network resiliency.



Finally, the condition of K squared over P being little omega of log n over n is also 
reasonable, because if it does not hold, then even the key graph is disconnected.



In our result before, we have pi r squared times 1 over q factorial times K to 2q over 
P to q , being asymptotically equivalent to c times log n over n for a constant c 
either less than 1 or greater than 1, but what about the case of c being 1.



We present more fine-grained scaling below to cover this case.



We replace the scaling c log n over n with log n plus alpha sub n, divided by n.



replace the case of c less than 1 with alpha sub n going to minus infinity, And 
replace the case of c greater than 1 with alpha sub n going to infinity. Obviously, the 
result with alpha sub n tells us that the graph could be disconnected and could also 
be connected in the case of c being one. It depends on how alpha sub n converges.



Our previous results are for the torus topology which does not have any boundary. 
Now for the square which has the boundary effect, we need to replace the scaling  c 
log n over n, or log n plus alpha sub n, divided by n, with much more complex 
terms.



I will present the first part and then the second part. Afterwards, I will summarize my 
research and talk about my long-term goals. Finally, I will mention my Academic 
background.
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Embedded devices in practice include Smart meters in smart grid and devices in 
cars. The challenges for Remote Authentication of an Embedded Device are as 
follows: 1) the device does not have a specialized chip such as a Trusted Platform 
Module (TPM) , and 2) we consider a strong network adversary; i.e., the adversary 
has injected malware into the device, and has controlled the communication link 
between the device and the verifier, but has not controlled the device's commodity 
hardware.
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My proposed approach uses  the device's hardware constraints (in particular, 
communication bandwidth and memory size) to constantly update the device's 
secret so that the old secret is already modified to the new secret before being 
leaked. To design the function of updating the secret, I use graph theory and 
cryptographic hash functions. We divide a secret into several  blocks, and use each 
block as a node in the graph.

However, if both

Lmem and the pool update time Tup are upper-bounded by appropriately small

values, Min will either not have enough memory space to leak all blocks or will

exceed the update time and be detected by the verifier. We call this the spacetime

tradeoff faced by Min. If Min cannot circumvent this tradeoff, it could not

leak all the contiguous N blocks of any complete secret pool S .
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Here we set Pn as the MD5 hash function, whose computation cost on an

input block is lower than that of CBC-MAC-AES.

(The inputs to Pn are q blocks with indices 
{i-qm, i-(q-1)m, …, i-m} and an block with index i-1.)

We call a leaked block x “useful” in satisfying the contiguity condition,

if x is used in at least one intermediate computation to obtain one of the final

N desired blocks or if x itself is one of the final N desired blocks.

Minmight be able to spread the leaked blocks

in multiple epochs so that only a small number of blocks needs to be leaked in

each epoch. To this end, we establish Theorem 1. Preventing the maximal index

stretch will deny Minthe opportunity to leak useful blocks.

87



Now I present my future Work on the Internet of Things, and Cyber-Physical 
Systems. The Internet of Things or IoT pose security challenges with smart 
services. To achieve end-to-end security in IoT, I will consider security from data 
generation to end-user display in order to devise strong defense mechanisms. I will 
address the unique challenges in IoT security due to the massive-scale, distributed 
data. To this end, I will leverage my past experiences in security of sensor networks, 
wireless communication, and embedded devices. Also, I will take advantage of 
recent advances in security and cryptography such as secure multi-party 
computation.
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Also, I will investigate resilient design of cyber-physical systems. Cyber-Physical 
Systems integrate the physical components with the cyberspace to improve system 
performance and intelligence. Moreover, interdependent cyber-physical systems, 
such as the smart grid and SCADA (i.e., supervisory control and data acquisition) 
systems, encounter Cascading failures without careful design. Node failures in one 
system may propagate to other systems and vice versa, leading to a cascade of 
failures which may potentially collapse the entire infrastructure. To mitigate these 
danger, I will use my experiences in network science to propose new concepts and 
techniques for modeling and quantifying cascading failures in interdependent 
infrastructures.
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I will present the first part and then the second part. Afterwards, I will summarize my 
research and talk about my long-term goals. Finally, I will mention my Academic 
background.
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To start with, Data analytics and its use in machine learning are transforming the 
society. Applications include predicting events, computer programs such as 
AlphaGo playing games, robots, and face recognition.
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In Machine Learning applications with sensitive information such as medical 
records, an adversary may use the analytics results to infer users’ sensitive records, 
so protecting the privacy of users is necessary. Users’ sensitive information include 
shopping history, credit cards, and passwords.
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Here I provide an example to discuss Privacy Issue in Data Analytics. In 2006, 
America Online (AOL) published search keywords of its users to seek help for 
improving its search quality. User IDs were changed to random numbers. However, 
we still have a privacy incident. The left hand column shows the search record of a 
user. An attacker is able to identify the user as an old woman on the right hand 
column. This re-identification attack caused the AOL CTO to step down.
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In the cyber attack to SingHealth, Prime Minister Lee's personal info gets stolen.

People are also talking about the Facebook Scandal on Privacy. The company 
cambridge Analytica obtains sensitive data of 87 million Facebook users and use it 
to help get Trump elected. 
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I will present the first part and then the second part. Afterwards, I will summarize my 
research and talk about my long-term goals. Finally, I will mention my Academic 
background.
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To protect data, Differential privacy Generate noisy answers to query results.
Intuitively, The noisy output’s probability distribution does not change much if a 
single record changes.
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In the industry, Apple started using differential privacy from iOS 10.
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Google has also implemented differential privacy to collect user statistics.



The US Census will use differential privacy in 2020.
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There exist two variants of differential privacy: centralized differential privacy (CDP) 
and local differential privacy (LDP). In CDP [12], the whole dataset comprising many 
users’ records is managed by a trusted data curator in a centralized manner. In LDP, 
each user's data is kept to herself and the analyst can aggregate only privacy-
compliant randomized data. 
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We now present the formal definition of Local differential privacy. A randomized
algorithm satisfies 𝝐-local differential privacy if and only if for any two input tuples 𝒕
and 𝒕′, and for any output subspace 𝑻, we have: 𝐏𝐫 𝒇 𝒕 ∈ 𝑻 𝐞𝐱𝐩 𝝐 𝐏𝐫 𝒇 𝒕′ ∈
𝑻 . Smaller epsilon means stronger privacy protection.

In LDP, each user perturbs her data locally, and sends only the randomized, noisy 
version of the data to an aggregator. 
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We will propose mechanisms satisfying local differential privacy (LDP) and apply
our mechanisms to different machine learning tasks, which can be solved using
Stochastic gradient descent. We consider linear regression, logistic regression, and 
support vector machines (SVM) classification.
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This is a standard introduction of SGD. Each user has data x sub i and label y sub i.
We have a loss function and also use regularization.
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in the non-private case, SGD starts from an initial parameter vector 𝛽 , and 
iteratively updates it into 𝛽 , 𝛽 , …
based on this equation. We use mini-batch so each time a group G of users are
used. Under local differential privacy, this gradient is added with some noise before
being sent to the aggregator.
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Different mechanisms to achieve local differential privacy (LDP) are as follows.

108



The Piecewise Mechanism and Hybrid Mechanism are our contributions, and 
outperform Laplace (by Dwork [1]) and Duchi [4]. Each mechanism identifies the 
probability distribution of the noise added to the true result, to achieve local 
differential privacy (LDP).

The goal is to Maximizing utility under privacy constraint; in other words,
minimize the worst-case variance under the local differential privacy (LDP) 
constraint.
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In the Laplace mechanism, each dimension of input tuple is added with Laplace
noise. For simplicity now discuss, Collecting a single numeric attribute. We can see
that at any output point t star, the two probability density functions on inputs t and t
prime differ by at most e to the power of epsilon in the multiplicative sense.



The Laplace mechanism injects unbounded noise to the exact data value, so Duchi
et al. propose the following solution. However, The perturbed value always falls 
outside the original data domain.
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To compare the two mechanisms, From this figure, we can see that Duchi has small
worst-case variance for small ϵ; Laplace has small worst-case variance for big ϵ.
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Our Piecewise Mechanism will combines the advantages of both Duchi and
Laplace. It has small worst-case variance for a wide set of ϵ.
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We now explain our Piecewise Mechanism. It takes as input a value 𝑡 ∈ 1,1 , and 
outputs a perturbed value 𝑡∗ ∈ 𝐶, 𝐶 . The probability density function (pdf) of the
noisy output is a piecewise constant function. It has two pieces when the original
data t sub i is 1 or -1, but always has three pieces for other t sub i. When 
ti increases from 0 to 1 , the center piece has a fixed length, but the left piece
increases.

The formal details are given here.
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As we have discussed, our Piecewise Mechanism will combines the advantages of 
both Duchi and Laplace, but it is not as good as Duchi for very small epsilon,
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So we can combine our Piecewise Mechanism and Duchi to have the Hybrid 
Mechanism, it is better than all previous methods.
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The idea is that HM flips a coin. If it shows head with probability alpha, we use
Piecewise Mechanism. If it is tail, we use Duchi’s solution. We can obtain the
optimal α.
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After the aggregator obtains noisy data from all users, it uses the estimator ∑ 𝑡∗

to infer the mean value of all 𝑡 . We can show the utility guarantee of our two
mechanisms, which are Asymptotically optimal. Similarly, in part 2, we will extend
the result to multiple dimensions.
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We conducted Experiments on two census datasets BR and MX, each of which has
numerical and categorical attributes. We also use the total income as the dependent 
attribute in machine learning.
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This is the misclassification Results for Logistic Regression. Our PM and HM are
also better than other privacy mechanisms, and do not sacrifice too much compared
with the non-private case.
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Similarly, this is the misclassification Results for Support Vector Machines (SVM).
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Similarly, this is the Results for Linear Regression. Our PM and HM are also better
than other privacy mechanisms.
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I will present the first part and then the second part. Afterwards, I will summarize my 
research and talk about my long-term goals. Finally, I will mention my Academic 
background.
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Among many Data Analytics solutions, deep learning has received much interest. 
The goal of deep learning is to learn the weights of multi-layer neural networks. One 
common approach of deep learning is stochastic gradient descent or SGD. SGD is 
an iterative method, which updates the weight parameters in the opposite direction 
of the gradient of the loss function until a minimum is obtained. 
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Specifically, SGD uses a mini-batch in other words a subset of the data instead of 

all samples for computational efficiency. Then with 𝑎𝑙𝑝ℎ𝑎 being the learning speed, 

each parameter w sub j is updated by subtracting 𝑎𝑙𝑝ℎ𝑎 times the gradient.

xx

and ϵ-differential privacy means:

for any learnt neural network N, and for any 

neighboring datasets x and y
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When deep learning is used in applications with sensitive data (for example, 

medical records), the privacy of users should be protected. A simple solution is to 

add noise to the gradient before applying it for the weight update. The amount of 

noise depends on the sensitivity of the gradient on neighboring datasets and also 

the privacy parameters.
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The details are as follows. For two iterations 𝑗 and 𝑗 1 which use the same mini-

batch 𝑖, we compute a noise reuse coefficient 𝑑 and multiply it with the old noise in 

iteration j and use the result in the new noise in order to compute the noisy gradient 

in iteration j+1. The noise reuse coefficient 𝑑 depends on how the gradients in the 

two iterations are different. 

132



The details are as follows. For two iterations 𝑗 and 𝑗 1 which use the same mini-

batch 𝑖, we compute a noise reuse coefficient 𝑑 and multiply it with the old noise in 

iteration j and use the result in the new noise in order to compute the noisy gradient 

in iteration j+1. The noise reuse coefficient 𝑑 depends on how the gradients in the 

two iterations are different. 

133



The details are as follows. For two iterations 𝑗 and 𝑗 1 which use the same mini-

batch 𝑖, we compute a noise reuse coefficient 𝑑 and multiply it with the old noise in 

iteration j and use the result in the new noise in order to compute the noisy gradient 

in iteration j+1. The noise reuse coefficient 𝑑 depends on how the gradients in the 

two iterations are different. 

134



The details are as follows. For two iterations 𝑗 and 𝑗 1 which use the same mini-

batch 𝑖, we compute a noise reuse coefficient 𝑑 and multiply it with the old noise in 

iteration j and use the result in the new noise in order to compute the noisy gradient 

in iteration j+1. The noise reuse coefficient 𝑑 depends on how the gradients in the 

two iterations are different. 

135



The details are as follows. For two iterations 𝑗 and 𝑗 1 which use the same mini-

batch 𝑖, we compute a noise reuse coefficient 𝑑 and multiply it with the old noise in 

iteration j and use the result in the new noise in order to compute the noisy gradient 

in iteration j+1. The noise reuse coefficient 𝑑 depends on how the gradients in the 

two iterations are different. 

136



The details are as follows. For two iterations 𝑗 and 𝑗 1 which use the same mini-

batch 𝑖, we compute a noise reuse coefficient 𝑑 and multiply it with the old noise in 

iteration j and use the result in the new noise in order to compute the noisy gradient 

in iteration j+1. The noise reuse coefficient 𝑑 depends on how the gradients in the 

two iterations are different. 

137



The details are as follows. For two iterations 𝑗 and 𝑗 1 which use the same mini-

batch 𝑖, we compute a noise reuse coefficient 𝑑 and multiply it with the old noise in 

iteration j and use the result in the new noise in order to compute the noisy gradient 

in iteration j+1. The noise reuse coefficient 𝑑 depends on how the gradients in the 

two iterations are different. 

138
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We have improved the privacy-utility tradeoff over google’s 2016 paper. In other 
words, we have better accuracy under the same privacy budget, and smaller 
privacy cost to achieve the same accuracy.

Sigma = 8

Clipping bound = 4
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I will present the first part and then the second part. Afterwards, I will summarize my 
research and talk about my long-term goals. Finally, I will mention my Academic 
background.
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For data Analytics in practice, the holdout dataset is often used more than once and 
the estimates tested on the holdout dataset are chosen adaptively, resulting in that 
the predictor may become dependent of the holdout set. 



Hence, in this kind of adaptive data analytics, the obtained models may not 
generalize well to future datasets, and overfitting may occur.



So we can not use the holdout dataset more than once if the training is done
adaptively.



Then the research question is in Adaptive data analytics, can we guarantee 
statistical validity?



The answer is yes according to recent results by Dwork and her coauthors.



The basic idea is that The outcome of a differentially private algorithm generalizes.



The meaning of generalization is that if we sample fresh data, we will observe 
roughly the same outcome.



So differential privacy techniques are incorporated to design algorithms which can
use the holdout dataset many times adaptively.



it is almost like we have a fresh holdout dataset each time.



However, this is applicable to only the case of independent, identically distributed or 
(i.i.d.) samples. 



The underlying reason is that the guarantee provided by differential privacy may not 
hold for correlated records.



As an example, consider a database which gives the political opinion of users.



After noisy data publishing considering privacy, the adversary may try to infer
whether the second person is liberal or not.



If the data between different users are correlated, the adversary can take advantage
of the correlation knowledge for the inference.



To generalize differential privacy for data with correlated tuples, Yang and his co-
authors proposed The notion of Bayesian differential privacy in 2015. However, 
existing mechanisms apply to limited correlation types and achieve poor utilities. 
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So I have proposed several mechanisms for Bayesian differential privacy by 
analyzing dependency structure between tuples . The mechanisms achieve higher 
utilities and apply to arbitrary correlations.

xxx

First, I represent dependency structure of tuples via probability graphical models. A 
tuple is a node in the graph. Note that the Markov blanket of a tuple are the tuples 
that are directly correlated with the tuple. Then I define Max-influence to quantify 
how much changing a tuple can impact other tuples and obtain bounds on Max-
influence based on the dependency structure. Specifically,. I bound the Max-
influence of one tuple b on another tuple a by the Max-influence of tuple a’s Markov 
blanket on tuple a. to improve the result, I also generalize the Markov blanket to the 
notion of Markov quilt to capture more fine-grained dependencies. 
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considers adversary A(i, S) who attempts to attack the value of tuple i (denoted by 
xi) and knows the values of all tuples in S ⊆ {1, 2, …, n}\{i} [-i] (denoted by xS).
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To present mechanisms for achieving BDP, we will show that the BDP notion can be 
induced by DP with a stronger privacy parameter. We now present some convention
and notation. First, The notions “tuple”, “random variable”, and “node” are 
interchangeable.



Then we discuss the useful notion of Markov blanket. For each tuple X sub i , its 
Markov blanket contains tuples that are directly correlated with tuple X sub i . Given 
the Markov blanket, each tuple is conditionally independent of everything else. 



In a Markov network, the Markov blanket of a node is its set of neighboring nodes. 



In a Bayesian network, a node’s Markov blanket consists of its parents, children, 
and its children’s other parents. These are standard definitions in machine learning.
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tuple is a node in the graph. Note that the Markov blanket of a tuple are the tuples 
that are directly correlated with the tuple. Then I define Max-influence to quantify 
how much changing a tuple can impact other tuples and bounds on Max-influence 
based on the dependency structure. Specifically,. I bound the Max-influence of one 
tuple b on another tuple a by the Max-influence of tuple a’s Markov quilt on tuple a. I 
generalize the Markov blanket to the notion of Markov quilt to capture more fine-
grained dependencies.



This Theorem 1 implies the following Corollary 1. For a query Q on the database x, 
ε-BDP can be achieved by adding a Laplace noise with parameter ΔQ over (ε
minus 𝜺 sub 𝑪) independently to each dimension of Q(x).
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First, I represent dependency structure of tuples via probability graphical models. A 
tuple is a node in the graph. Note that the Markov blanket of a tuple are the tuples 
that are directly correlated with the tuple. I generalize the Markov blanket to the 
notion of Markov quilt to capture more fine-grained dependencies. Then I define 
Max-influence to quantify how much changing a tuple can impact other tuples and 
bounds on Max-influence based on the dependency structure. Specifically,. I bound 
the Max-influence of one tuple b on another tuple a by the Max-influence of tuple a’s 
Markov quilt on tuple a.



Then I use my proposed mechanisms for Bayesian differential privacy to enable 
adaptive data analytics with arbitrarily correlated samples. This enables many 
adaptive learning algorithms to use correlated data, as correlations between data 
samples exist in practice because of users’ behavioral, social, and genetic 
relationships.
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I will present the first part and then the second part. Afterwards, I will summarize my 
research and talk about my long-term goals. Finally, I will mention my Academic 
background.
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We now show an attack on an AI image recognition system. I hope you guys agree 
with me that this is a panda image. We add some noise to the panda image and get 
this result. Does this still look like a panda to you? Well, the AI system considers 
this as a gibbon, which is like a small monkey. This crafted image here is called an 
adversarial example, which the attacker obtains by adding subtle perturbation to a 
benign input in order to cause misbehavior of AI systems. This adversarial example 
cannot cheat a human, but successfully cheats AI. We want to emphasize that the 
noise added here is carefully selected. It is not random noise. The attacker can not 
use random noise to trick AI, but it can carefully select the noise to cheat AI.
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We look at an attack on the AI object-recognition system in a self-driving car. We 
have briefly discussed this example at the beginning of the talk. Here we emphasize 
this is dangerous. So we have a stop traffic sign. The attacker puts stickers such as 
love and hate on the stop sign. We should still expect AI to see this as a stop. 
However, AI considers it as a speed limit sign. This can cause accidents if the car 
does not stop before the sign.
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We now present an audio adversarial example. First, we have the benign audio clip. 
Does anybody understand what has been played?

Now an attacker adds subtle perturbation to the benign audio clip and have this 
result. To a human, it is almost the same as the previous one so we still understand 
it as this sentence. However, the Google assistant understands it as this sentence
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and visits evil dot com.
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We have several data points here. We use dot to represent a cat image, and use 
triangle to represent a dog image. Suppose this blue line is given by the AI system 
so that AI considers data above this line as a cat and considers data below this line 
as a dog. This AI does a prefect job to predict the existing data points. However, the 
true distribution for cat may look like the purple cloud shape here, while the true 
distribution for dog may look like this yellow cloud shape.
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So data in these two dashed parts will be predicted incorrectly by AI.

181



For instance, the attacker may add noise to this data point and obtain this red point 
as an adversarial example. As we explained before, this adversarial example will 
trigger AI to have misbehavior. Specifically, this image is a cat, but the AI system 
considers it as a dog. Similarly, we also have an adversarial example here, which is 
a dog, but is considered as a cat by AI.
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A human brain and AI do not work in the same way and therefore don’t yield the 
same results.

adversarial attacks represent a security threat to AI-based systems.

https://hackernoon.com/the-implications-of-adversarial-examples-deep-learning-
bits-3-4086108287c7

xxx
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Because of the above security issues in data analytics, we need Attack-Resilient
Data Analytics to defend against the adversary. The first challenge is to propose 
effective defense mechanisms against adversarial examples. The second challenge 
is to establish resilience benchmarks of data analytics on adversarial examples. For 
the first challenge, existing defenses in the literature address just limited settings, so 
they are not generally applicable. For the second challenge, the research 
community has not yet established a standard benchmark to evaluate how data 
analytics performs against an adversary.

Challenges

Propose effective defense mechanisms against adversarial examples

Establish performance benchmarks of data analytics on adversarial examples

Status Quo

No understanding of all the potential environments where machine learning is 
attacked

Limited application scenarios of existing defenses
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No standard benchmark on how data analytics performs against an adversary
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In Attack-Resilient Data Analytics, my objectives are as follows. First, I will develop 
a theoretical foundation to understand data analytics and attacks to it. Second, I will
propose widely applicable defenses against adversarial examples. Finally, I will
establish standard benchmarks to evaluate the resiliency of machine learning. My 
approach consists of two parts. First, I will use game theory to model the interaction 
between data analytics and adversarial examples. Second, I will develop the 
science of deep learning by building a theoretical foundation, in order to formally 
evaluate the resiliency of deep learning. My research results will help build safer 
self-driving cars and more accurate authentication systems.
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I will present the first part and then the second part. Afterwards, I will summarize my 
research and talk about my long-term goals. Finally, I will mention my Academic 
background.

186



To summarize, I am interested in the research of security, privacy, data analytics, 
and networked systems. In terms of research contributions, I have addressed
several open problems in data analytics and secure sensor networks. My 
publication record includes 10 first-authored and 2 second-authored journal articles
published/accepted in IEEE/ACM Transactions. I also have over 20 conference or 
workshop papers. One paper was a a finalist for the best student paper award in 
IEEE International Symposium on Information Theory 2014.
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My main goal in the long term is to make data analytics and networked systems
secure and private. The motivation is to boost data analytics and networked 
systems by adding security and privacy in the development phase so it will be ready 
for prime time. If we wait after the technology is already deployed in critical 
infrastructures, it will be difficult to integrate security and privacy protection at that 
time. My approach to achieve the goal will be comprehensive. I will establish
theoretical foundations, develop efficient algorithms, and build practical and user-
friendly systems.  My research will help build a smart planet.
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I received a PhD degree from Carnegie Mellon University in may 2015. in my phd
study, I was with the cyber security and privacy research center called CyLab. After 
graduation, as a postdoc at Arizona State University, I was selected as an Arizona
Computing PostDoc Best Practices Fellow. Now I am a postdoc at Nanyang 
Technological University.
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This is the end of the talk. Thank you very much.
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在提供了很多便利的同时，物联网也会受到各种攻击，包括控制被篡夺、信息被盗取
、和服务被扰乱。举例来说，智能门锁的控制可能被篡夺、智能手环可能被攻击者利
用从而知道用户位置、智能汽车的刹车可能被破坏导致交通事故。
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When deep learning is used in applications with sensitive data (for example, 

medical records), the privacy of users should be protected. 

A simple solution is to add noise to the gradient before applying it for the weight 

update. The amount of noise depends on the sensitivity of the gradient on 

neighboring datasets and also the parameters of differential privacy.

and ϵ-differential privacy means:

for any learnt neural network N, and for any 

195



neighboring datasets x and y
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Here I talk about my current research on privacy-preserving deep learning. 

Specifically, In deep learning with stochastic gradient descent which is an iterative 

method, I reuse a fraction of old noise from earlier iterations for later iterations, 

because the gradient does not change much after several iterations. My approach

improves the privacy–utility tradeoff. The significance is to maintain deep learning’

high learning accuracy and at the same time achieve strong privacy protection.; 

amount ?

Here I talk about my current research on privacy-preserving deep learning. 
Specifically, In deep learning with stochastic gradient descent which is an iterative 
method, I reuse a fraction of old noise from earlier iterations for later iterations, 
because the gradient does not change much after several iterations. My approach
improves the privacy–utility tradeoff. The significance is to maintain deep learning’
high learning accuracy and at the same time achieve strong privacy protection.
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We have improved the privacy-utility tradeoff over google’s 2016 paper. In other 
words, we have better accuracy under the same privacy budget, and smaller 
privacy cost to achieve the same accuracy.
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Hence, it is necessary to protect the communications between sensors using 
cryptographic schemes. Because the network topology is often unknown before 
deployment, a practical solution is to use key predistribution, in which a set of keys 
is pre-distributed to each sensor before deployment. 



For key predistribution, here are two bad solutions. 



For key predistribution, here are two bad solutions. First, if a universal key is used 
for all sensors, there is no resiliency against sensor-capture attacks. In this case, 
suppose a sensor is captured and the key is compromised, then the 
communications in the whole network are compromised. 



For the second solution, if a unique key is assigned for any pair of sensors, there is 
perfect resiliency. However, each sensor has to keep (network size – 1) keys, which 
is impractical because of memory and management issues. 



A good solution is to use random key predistribution schemes. As we explained 
before, before sensors are deployed, they are assigned keys in some random 
fashion. After deployment, sensors establish secure communications based on the 
shared keys.



Differential privacy can be achieved by a Laplace mechanism.



Specifically, For a query Q on the database x, ε-DP can be achieved by adding a 
Laplace noise with parameter ΔQ /ε independently to each dimension of the true 
query result Q(x),



ΔQ denotes the global sensitivity,



which means the ell one distance between the query responses of two neighboring
databases



The probability density function of a Laplace variable R with parameter σ is given
here.



After using the Laplace mechanism, we can see that at any point y, the two
probability density functions on two neighboring databases differ by at most e to the
power of epsilon in the multiplicative sense.

m.tang@126.com



Despite the powerfulness of differential privacy, recent research has shown that
differential privacy may not work well for correlated data.



As an example, consider a database which gives the political opinion of users.



After data publishing, the adversary may try to infer whether the second person is
liberal or not.



If the data between different users are correlated, the adversary can take advantage
of the correlation knowledge for the inference.



We now discuss Bayesian Differential Privacy introduced by Yang and his coauthors 
in 2015 to deal with correlated data.



For a database x with n tuples, we let i be a tuple index in the database and S be a 
tuple index set.



An adversary A(i, S) knows the values of all tuples in S and attempts to attack the 
value of tuple i. 



For a randomized perturbation mechanism Y on database x, the Bayesian 
differential privacy leakage of Y with respect to the adversary A(i, S) is the log of the 
multiplicative difference between the probabilities that the same output is observed 
when record i changes given the records in S.



The mechanism Y satisfies epsilon-Bayesian differential privacy if this leakage is at 
most epsilon for each adversary.



To present mechanisms for achieving BDP, we will show that the BDP notion can be 
induced by DP with a stronger privacy parameter. We now present some convention
and notation. First, The notions “tuple”, “random variable”, and “node” are 
interchangeable.



Then we discuss the useful notion of Markov blanket. For each tuple X sub i , its 
Markov blanket contains tuples that are directly correlated with tuple X sub i . Given 
the Markov blanket, each tuple is conditionally independent of everything else. 



In a Markov network, the Markov blanket of a node is its set of neighboring nodes. 



In a Bayesian network, a node’s Markov blanket consists of its parents, children, 
and its children’s other parents. These are standard definitions in machine learning.



For each tuple X sub i , we denote its Markov blanket by X sub M sub i, which
contains any tuple X sub j whose index j is in the set M sub i.

First, I represent dependency structure of tuples via probability graphical models. A 
tuple is a node in the graph. Note that the Markov blanket of a tuple are the tuples 
that are directly correlated with the tuple. Then I define Max-influence to quantify 
how much changing a tuple can impact other tuples and bounds on Max-influence 
based on the dependency structure. Specifically,. I bound the Max-influence of one 
tuple b on another tuple a by the Max-influence of tuple a’s Markov quilt on tuple a. I 
generalize the Markov blanket to the notion of Markov quilt to capture more fine-
grained dependencies.



To quantify how much changing a tuple X sub i can impact other tuples, we define
the max-influence of X sub i on its Markov blanket X sub M sub i here.



Then we have Theorem 1, which says that For arbitrary tuple correlations, 𝜺-BDP is 
implied by 𝜺 sub 𝟏-DP for 𝜺 sub 𝟏 being 𝜺 minus 𝜺 sub 𝑪 , where 𝜺 sub 𝑪 is 4 times
the max-influence of X sub i on its Markov blanket X sub M sub i.



Here we mention the iteration space which is straightforward.



We can also improve Theorem 1 by generalizing Markov blanket. We omit the
details here because of time limitation.



This Theorem 1 implies the following Corollary 1. For a query Q on the database x, 
ε-BDP can be achieved by adding a Laplace noise with parameter ΔQ over (ε
minus 𝜺 sub 𝑪) independently to each dimension of Q(x).

First, I represent dependency structure of tuples via probability graphical models. A 
tuple is a node in the graph. Note that the Markov blanket of a tuple are the tuples 
that are directly correlated with the tuple. I generalize the Markov blanket to the 
notion of Markov quilt to capture more fine-grained dependencies. Then I define 
Max-influence to quantify how much changing a tuple can impact other tuples and 
bounds on Max-influence based on the dependency structure. Specifically,. I bound 
the Max-influence of one tuple b on another tuple a by the Max-influence of tuple a’s 
Markov quilt on tuple a.



We now present more formal discussions. We consider a domain X. The data
follows an unknown distribution D over X. We have a data set S of size n sampled 
according to independently and identically distribution of D.



The purpose of the holdout or the testing algorithm is as follows: given a function, 
the goal is to estimate the expectation of the function q on the true distribution D 
from sample S.



We say an estimate a is valid if it is close to the true value on the distribution D, for 
example, it is within one percent difference of the true value.



Despite being simple, the above setting is general and enough for many statistical 
purposes. For example, we can use this general model to estimate quality of a 
model on distribution D.



Now we present the simple example of model validation. We train a model, which 
will predict the label of data. The data domain is big Z, and the output domain is big 
Y. We want to know the accuracy of this model.



We define the domain X as the product of domain Z and domain Y. The input, output 
pair follows a joint distribution D.



We build a classifier from the training data and want to estimate its accuracy. For
data z, f(z) is the predicted label, and y is the true label, so if they are the same, the 
function q outputs one; if they are different, the function q outputs zero.



Then we have the accuracy of function q with respect to the data sample S, and the 
accuracy of function q with respect to the distribution D. Our goal is to ensure that 
these two accuracy values are close to each other.



Dwork recently introduced the Reusable holdout method so that the holdout data 
can be reused when the data analysis is adaptive. However, the proposed algorithm 
applies to only i.i.d. data samples because it is built on differential privacy, which 
does not work well for correlated data. We will talk more about this later.



In contrast, our algorithm uses Bayesian differential privacy so it applies to arbitrarily 
correlated data samples. We will detail Bayesian differential privacy later.



For the algorithm, we use the same one from dwork. The only difference is that they 
choose parameters to ensure differential privacy for iid data, and we choose 
parameters to ensure Bayesian differential privacy for correlated data. The goal of 
the algorithm is to prevent overfitting of functions for the holdout data.

the analyst has full access to the training set and the holdout algorithm only 
prevents overfitting to holdout dataset. A more complex algorithm can be designed 
to also prevent overfitting to the training set in Dwork [STOC ’15].



Given a function q, The algorithm first checks if the difference between the average 
value of q on the training set S and the average value of q on the holdout set H is 
below a certain threshold T plus eta. Here, T is a fixed number such as zero point 
zero one, and eta is a Laplace noise variable whose parameter needs to be chosen 
depending on the desired guarantees. We use Laplace noise in order to achieve 
differential privacy.



If the difference is below the threshold, then the algorithm returns the average value 
of q on the training set S .



If the difference is above the threshold, then the algorithm returns the average value 
of q on the holdout set H plus
another Laplace noise variable eta prime. Each time the difference is above 
threshold, the “overfitting” budget B is reduced by one. Once the budget is 
exhausted, the algorithm stops answering queries.



We have already presented the reusable method algorithm to achieve adaptive data 
analysis.



From our mechanism of Bayesian differential privacy or BDP, we choose the 
Laplace noise amount σ such that ε-BDP is achieved for the desired ε. With ε-BDP,
we show generalization under adaptive data analysis. Specifically, we show the 
probability that the function evaluated on the training data and the function 
evaluated on the true distribution is not within certain distance is bounded by a small 
quantity. 



We now present Related work. Recently, a paper by Dwork and others shows that 
Differential privacy can be used for adaptive data analysis.



These papers have received much attention recently. There are many follow-up
studies in the literature.



Differential privacy (DP) was proposed by Dwork and her co-authors. It has received 
TCC Test-of-Time Award in 2016.



Differential privacy may not work well for correlated data, as shown by this paper in 
2011.



Afterwards, there are several studies to generalize differential privacy for correlated 
data. Among these studies, one significant notion is Bayesian differential privacy 
proposed in 2015, which provides a rigorous privacy framework to deal with 
correlated data. Another ?


